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 Outliers are easy to overlook, but they quietly skew data analysis and the 

decisions built on it. This study examined how the median absolute deviation 

(MAD) algorithm performs when applied before or after K-means clustering. 

To test this, the study used a synthetic dataset with five deliberately inserted 

outliers and an augmented version of the Iris setosa dataset containing three 

anomalies. MAD was applied first, then again after clustering with two and 

three clusters. The results were clear. When MAD ran first, it detected every 

outlier with 100% accuracy rate and zero false positives. After clustering, its 

performance slipped, false positives appeared, and it failed to flag genuinely 

present outliers. K-means is likely the culprit. Its mean-based centroids get 

dragged toward anomalous points, so outliers get absorbed into clusters 

where they no longer look unusual, and MAD stops flagging them. These 

findings suggest MAD works best as a pre-processing step. Detecting 

anomalies before clustering improves outlier identification, preserves the 

underlying data, and prevents stray points from steering cluster formation. 
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1. INTRODUCTION 

Advancements in technology have led to the emergence of different new fields. Various areas, such 

as engineering, health, and business, generate and collect large amounts of data every day [1]. The process of 

discovering useful knowledge from databases, data warehouses, and other information repositories is known 

as data mining [2]. Data mining is a vital area that manages and extracts the required information from these 

enormous amounts of data. Clustering is one of the many data mining techniques that is widely used in the 

knowledge discovery process. Clustering is an unsupervised technique that lets similar objects naturally fall 

into the same group. The idea is simple: things that belong together should end up together, because they 

resemble each other more closely than they resemble objects in other clusters [3]. Clustering is a core 

technique in data analysis, with applications spanning fields like data mining, machine learning, pattern 

recognition, and image analysis [4]. Many studies in clustering have largely relied on the K-means algorithm 

[5]–[7], a method that's widely favored and well-proven thanks to its straightforward nature, efficiency, and 

ability to handle large amounts of data. However, most of the clustering algorithms are sensitive to outliers. 

An outlier is a data point or observation that departs significantly from the rest of the observations. It is a 

technique used to identify abnormalities in each dataset. Outliers can mess with the clustering results. 

Outliers can distort the cluster structure, so the groups that emerge may misrepresent what the data actually 

look like [8]. Tracing outliers has essential applications in data cleaning and the mining of abnormal points 

for fraud detection, intrusion detection, network sensors, stock market analysis, and marketing. Various 
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clustering algorithms have been proposed to address outliers and noise. K-means clustering with outlier 

removal does two things at once: it groups the data and detects and removes outliers [9]. A new k-means 

variant handles outliers through a self-adaptive weighting scheme that continually adjusts point weights as 

the algorithm runs, so noisy observations steadily lose influence, yielding more robust, faithful clusters [10]. 

A study [11] proposed an enhanced K-means algorithm that integrates cluster refinement with anomaly 

detection. The method uses Euclidean distance between data points and their cluster centroids to identify 

potential outliers, which are subsequently removed before the centroids are recalculated. This iterative 

process reduces intra-cluster variance and aims to produce tighter and better-defined clusters than traditional 

K-means clustering.  

Outliers are a quiet problem in clustering analysis. A single stray point can pull on the data's 

underlying structure and keep clusters from forming as tight, well-separated groups. For that reason, catching 

and dealing with outliers is something analysts cannot afford to skip. But there is a genuine question about 

when detection should occur. An outlier can be flagged before clustering begins or spotted only after an initial 

run of the algorithm; the two approaches do not necessarily yield the same cluster structure. The sensible way 

to settle it is empirical: compare the quality of the clusters produced with and without the outliers removed, 

and let the numbers show whether removing them actually improves cohesion and separation [12]. 

In this regard, the study aims to analyze how effective and accurate the median absolute deviation 

(MAD) method is at detecting outliers before clustering, or whether it is more reliable to apply it during or after 

clustering. The goal is to pinpoint which of these approaches helps us identify outliers more precisely, especially 

in datasets where the clusters themselves might be quite complex, perhaps having two or more distinct groups. 

This research will also examine how well the MAD method performs when outliers are either 

clearly separate from the main data groups or, more challenging, hidden right inside those clusters. By 

studying how MAD behaves in these varied situations, the study intends to offer concrete, evidence-based 

insights into how the placement of outlier detection strategically affects the overall quality of data 

segmentation and flags unusual points. 

This investigation is sparked by earlier work in [13], which highlighted how crucial the 

methodological placement of outlier detection can be. Building on that foundation, our current study plans to 

offer a more detailed and technical deep dive, with the hope that our findings can help shape best practices in 

statistical modeling, data preparation, and robust clustering techniques. 

 

 

2. METHOD  

2.1.  Operational framework 

In this section, the study illustrates two workflows for the clustering application, as depicted in 

Figures 1 and 2. Figure 1 demonstrates the clustering workflow, in which outlier detection is applied before 

clustering the datasets. In Figure 2, clustering is performed first, followed by outlier detection in the datasets. 
 

 

 
 

Figure 1. Implementation of outlier detection after clustering of data 

 

 

2.2.  Outlier detection using median absolute deviation 

In this section, the MAD process is discussed. To calculate MAD: first, the collected data objects 

are ranked in ascending order. Then the median of the data series is calculated. Subsequently, the calculated 

median is subtracted from each data object to obtain the absolute value. These absolute deviations are then 

sorted in ascending order to determine the MAD. Finally, the MAD is multiplied by a constant b=1.4826 [13] 

to obtain the MAD value. The MAD formula [13] is defined in (1): 
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𝑀𝐴𝐷 = 𝑏 𝑀𝑖(|𝑥𝑖 − 𝑀𝑗 (𝑥𝑗)| (1) 

 

 

 
 

Figure 2. Implementation of outlier detection before clustering of data 

 

 

To detect outliers, a criterion is calculated as the median plus or minus a threshold (±2, ±2.5, or ±3) 

multiplied by the MAD. Typically, a threshold of 2.5 is recommended as the default for outlier detection. In 

(2) provides the specific criterion value corresponding to this approach. 

 

 𝑀 + 2.5 ∗ 𝑀𝐴𝐷 or 𝑀 − 2.5 ∗ 𝑀𝐴𝐷  (2) 

 

2.3.  Clustering using the K-means algorithm 

The K-means algorithm aims to partition data objects into k clusters, with each object assigned to 

the cluster closest to it. In this section, the researchers detail the workings of the K-means algorithm: 

Initially, the user specifies the number k of clusters, and the algorithm randomly generates initial 

cluster centroids. Subsequently, it computes the Euclidean distance between each data object and each initial 

centroid. Each data object is then assigned to the nearest cluster centroid, followed by recalculation of the 

centroids. This iterative process continues until the assignments of data objects stabilize. 

The Euclidean distance formula [14] is defined in (3): 

 

 𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑖𝑎𝑛 (𝑥, 𝑦) = √∑ (𝑥𝑖 
𝑛
𝑖=1 − 𝑦𝑖)2 (3) 

 

2.4.  Accuracy measurement 

To assess how accurately MAD outlier detection results aligned with the ground truth, this study 

calculated recall, precision, and F-measure [14] based on correctly identified true outliers. The calculations 

for precision and recall focused on correctly identifying genuine outliers and accounting for any false 

positives. If there are many false positives, precision will naturally be low. Conversely, recall gauges how 

effective the MAD outlier detection method was at catching most, if not all, of the true outliers while keeping 

false negatives to a minimum. A low recall signifies that MAD missed a significant number of actual outliers 

(false negatives). Equation lays out the formula used for precision (4) and equation provides the formula for 

recall (5). 

 

Precision =
TP

TP+FP
 (4) 

 

Recall =
TP

TP +FN 
 (5) 

 

Let's break down how the study classifies the predictions: a true positive means MAD correctly 

identified something as an outlier when it genuinely was one. A false positive occurs when MAD predicts 

that something is an outlier, but it isn't in reality. Lastly, a false negative is when MAD fails to identify an 

actual outlier, mistakenly predicting it is not one. 

To get a comprehensive picture of both precision and recall, the study used the F-measure, also known 

as the F1 score. This score combines precision and recall by calculating their weighted harmonic mean. A 

higher F1 score indicates excellent detection accuracy, with a perfect score of 1 signifying flawless detection 

and a score of 0 representing the worst possible outcome. The calculation of the F-measure is given by (6): 

 

 F1 Score =  
2∗𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
 (6) 
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3. RESULTS AND DISCUSSION  

In this section, two experiments were conducted to assess the algorithm’s precision in identifying 

the exact locations of outliers in the datasets, either before or after clustering.  

 

3.1.  Experiment 1 

For experiment 1, this study uses synthetic datasets to assess how accurately the outlier detection 

process identifies unusual data, both before and after clustering. A study [15] uses synthetic datasets for 

testing because they provide complete control over the data-generation process. This control enables precise 

scenario design and accurate evaluation of algorithm performance under known conditions. 

Each of these datasets had 50 features and purposely included 5 outliers. We added these anomalies 

specifically to test whether the detection method could correctly identify nonconforming data. Figure 3 

shows how the algorithm visualizes the data; the circled data points clearly highlight the deliberately inserted 

abnormalities. 

In Figure 4, we've illustrated the algorithm's visualization of detected abnormalities in the data. This 

really underscores its strength in accurately identifying these anomalies before any clustering or grouping of 

the regular data points. Isolating these anomalies early on results in a more efficient clustering process that 

isn't negatively affected by any outliers. Figure 5 displays a far cleaner dataset, with the algorithm having 

successfully isolated the abnormalities found. 

 

 

 
 

Figure 3. Scatter plot of synthetic datasets 
 

 

  
  

Figure 4. Scatter plot of synthetic datasets with 

identified outliers prior to clusteting 

Figure 5. Scatter plot of synthetic datasets with 

isolated outliers 

 

 

Looking at Figure 6 illustrates the algorithm’s clustering process, which clearly results in two 

distinct groups. With the abnormalities removed, the algorithm achieves much better clustering, resulting in 

more precise, well-separated groups. Figure 7 shows the initial visualization of two clusters before any 

abnormalities were removed from the data. As the figure clearly illustrates, the anomalies we inserted ended 

up within the clusters the algorithm created. 

This time, we're testing how well the algorithm can spot oddities in the data. Figure 8 clearly shows 

that the algorithm is quite sensitive to noise, often pulling those noisy bits right into the clusters. Since 
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clustering is performed before noise isolation, the algorithm effectively identifies true outliers. However, it 

falsely tagged normal data points as anomalies (red circled data points), even when they're perfectly valid 

observations. 

 

 

 
 

Figure 6. Scatter plot of synthetic datasets with two (2) clusters 

 

 

 
 

Figure 7. Scatter plot of synthetic datasets with two (2) clusters and outliers 

 

 

 
 

Figure 8. Scatter plot of synthetic datasets with two (2) clusters and identified outliers 

 

 

Another test was conducted, and this time the algorithm created three clusters. Figure 9 shows how 

these clusters are formed. What's clear is that even the extreme values still got pulled into the clusters. As a 

result, those oddities in the data influenced the cluster centers, causing them to be classified as normal data 

points.  
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Figure 10 clearly illustrates that, because of those odd data points mixed into the clusters, the 

algorithm mistakenly identified normal data points as outliers (red-circled data points). It becomes 

challenging for the algorithm to pinpoint the true outliers when the added anomalies fall within the clusters. 

 

 

  
  

Figure 9. Scatter plot of synthetic datasets with three 

(3) clusters and outliers 

Figure 10. Scatter plot of synthetic datasets with 

three (3) clusters and identified outliers 

 

 

For this initial test, we wanted to see whether the algorithm should identify anomalies before or after 

cluster formation. Using synthetic datasets, we discovered that it was far more accurate at picking out 

abnormalities when that process happened before any grouping, rather than finding the unusual data after it 

has been clustered. 

 

3.2.  Experiment 2 

This second experimentation involved testing the algorithm with real datasets. The study aimed to 

determine whether using genuine data would alter the initial findings and how the algorithm would perform 

under those conditions. The study worked with the well-known Iris dataset, which we obtained from the UCI 

Machine Learning Repository [16], [17]. This benchmark dataset is widely used [16], [18], [19] in machine 

learning and comprises 150 instances, equally divided among three Iris flower species: Iris setosa, Iris 

versicolor, and Iris virginica. Each flower is characterized by four numerical measurements: sepal length, 

sepal width, petal length, and petal width. 

The focus of this experiment was exclusively on the Iris setosa [20], [21] subset, which contains 50 

samples. This particular class is often considered clean and distinct from the other species, with no inherent 

outliers. To rigorously test our outlier detection method, we intentionally introduced three synthetic outliers 

into this setosa subset. These artificial anomalies were added specifically to assess how sensitive and 

effective our model would be at identifying deviations within an otherwise pristine dataset. 

Figure 11 shows the Iris setosa data after the algorithm has done its work, with artificial anomalies 

already woven into the dataset. The three circled spots mark exactly where those anomalies were planted. 

This visualization matters because it visualizes how the algorithm treats the injected outliers, whether it flags 

them, absorbs them into the clusters, or lets them pass unnoticed. In short, it gives a concrete basis for 

judging how well the algorithm recognizes and responds to the anomalies it was never meant to encounter.  

After loading the Iris setosa subset and visualizing the data, we put the algorithm to the test to 

identify unusual entries. As Figure 12 illustrates, the algorithm successfully flagged every anomaly before the 

cluster formed. 

We ran another test, this time assessing the algorithm's performance with a different cluster 

arrangement. The first step was to create two clusters to assess whether the algorithm could accurately 

identify anomalies in the data. Figure 13 illustrates the outcomes, showing precisely how the model 

pinpointed these anomalies. As you can see in Figure 13, while the algorithm successfully recognized the 

genuine outlier, it also incorrectly flagged two regular data points (circled in red) as outliers (a false positive). 

Another test was conducted, in Figure 14, the algorithm was tested using a three-cluster 

arrangement. The results indicate that, much like the previous experiment, the algorithm incorrectly flagged a 

regular data point as an anomaly. And this misidentified point originated from a different cluster. While the 

algorithm successfully identified the genuine outliers, it also mistakenly labeled a non-outlier as abnormal. 
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Figure 11. Scatter plot of Iris setosa subset Figure 12. Scatter plot of Iris setosa subset with 

identified outliers 

 

 

  
Figure 13. Scatter plot of synthetic datasets with two 

(2) clusters and identified outliers 

Figure 14. Scatter plot of synthetic datasets with 

three (3) clusters and identified outliers 

 

 

Table 1 clearly shows that applying the MAD method prior to clustering significantly improved 

outlier-identification accuracy across the datasets. The results from this series of experiments provide strong 

evidence that detecting outliers before clustering is an effective approach across various datasets. 

 

 

Table 1. Accuracy results 
Datasets Anomaly recognition applied Precision Recall F-measure 

Synthetics Pre-clustering stage 1.0 1.0 1.0 

Post-clustering stage (2 clusters) 0.714 1.0 0.833 

Post-clustering stage (3 clusters) 0.0 0.0 0.0 
Iris setosa Pre-clustering stage 1.0 1.0 1.0 

Post-clustering stage (2 clusters) 0.6 1.0 0.75 

Post-clustering stage (3 clusters) 0.6 1.0 0.75 

 

 

These findings align with earlier work showing that K-means struggles with outliers because its 

centroids are mean-based, and extreme observations can pull them off-center [22], [23]. Past studies have 

tried to get around this by removing outliers beforehand or tinkering with the algorithm itself so anomalous 

points carry less weight during cluster formation [24], [25]. What the present study offers is something 

simpler, keeping K-means untouched and running MAD ahead of it as a preprocessing step. Under the 

conditions tested, this detected every injected outlier with 100% accuracy and no false positives. The 

practical takeaway is that when anomalies are flagged before clustering, K-means can form its clusters on 

data that hasn't been distorted by those outliers. There is no need to modify the clustering algorithm at all; the 

conventional K-means procedure stays in place, and MAD simply does the cleaning first. 

That said, the scope here was limited; the findings rest on a synthetic dataset and an augmented Iris 

setosa dataset with artificially introduced anomalies. Whether MAD-before-clustering holds up in messier, 

real-world conditions remains an open question, so future work on larger datasets with naturally occurring 
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outliers and with clustering algorithms beyond K-means would go a long way toward confirming how 

generalizable this approach really is. 

 

 

4. CONCLUSION  

This study showed that the MAD algorithm performs better when it is allowed to run before 

clustering. Under the conditions tested in the study, MAD flagged every injected outlier with 100% accuracy 

and produced no false positives when applied up front. The results changed after K-means clustering, false 

positives began to appear, and in some cases, genuine anomalies were missed altogether. What this suggests 

is that treating MAD as a preprocessing step does two things at once: it makes anomaly detection more 

reliable and prevents stray observations from pulling K-means's centroids toward them during cluster 

formation. 

There is a practical lesson here for anyone using mean-based clustering: a quick robust statistical 

screen on the data beforehand can spare you the trouble of outliers quietly steering your clusters. The study 

also adds something to the broader conversation about how robust statistical methods and clustering 

techniques interact. Still, the study would not oversell the results. The evidence rests on a synthetic dataset 

and the Iris setosa data, both with artificially planted anomalies, and only K-means was considered. Real 

datasets are messier than that, so it is hard to say with confidence how MAD would behave in more complex 

settings. 

That is exactly where future work should point. Testing MAD on larger, real-world datasets with 

naturally occurring outliers and pairing it with other algorithms such as DBSCAN, hierarchical clustering, 

and Gaussian mixture models would tell us a lot more. It would also be worth comparing MAD head-to-head 

with other robust anomaly-detection techniques to see whether its edge holds up across different methods, 

datasets, and clustering environments, or fades as conditions change. 
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